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Introduction
•
•
•
•

Agenda
TEIN2 Topology
Network Monitoring
Network Measurement

Day 1
•
•
•
•
•
•
•
•

Session I: Introduction
09:00 - 09:30 Introduction to Measurement and Monitoring
09:45 - 10:15 Basic Tools - Traceroutes and pings
10:15 - 10:30 Coffee Break

Session II: Passive Measurements
10:30 - 12:00 SNMP - Using SNMP Tools, Net-SNMP and perl
12:00 - 13:00 LUNCH
13:00 - 15:00 Measurement and Monitoring visualisation tools
MRTG and Smokeping - getting a picture of what the network
normally does
• 15:00 - 16:00 Netflow - an introduction
• 16:00 - 16:15 Coffee Break
• 16:15 - 17:00 Review, summary & discussion

Day 2
•
•
•
•
•
•

Session III: Monitoring the Networks Health
09:00 - 10:15 Using and setting up Network Management systems - Nagios
10:15 - 10:30 Coffee Break
Session IV: Active Measurements
10:30 - 12:00 iPerf and performance monitoring
12:00 - 13:00 LUNCH

•
•
•
•
•
•
•
•

Session V
13:00 - 16:00 Break out groups to cover particular issues which might include:
Revision of course so far,
Multicast Beacon and multicast debugging tools
Looking Glasses and route-views servers
Measurement initiatives
16:00 - 16:15 Coffee Break
16:15 - 17:00 Review, summary & discussion

TEIN2 Topology
• As yet we have a provisional topology for the TEIN2 network
– it can and likely will change
• It involves the cooperation of many countries:
– As beneficiaries:
• CERNET (CN), VNET (VN), ThaiREN (TH), MYREN (MY), IDNREN (ID), ASTI (PH)
– As non-beneficiaries:
• SINET (JP), APAN-JP (JP), KOREN (KR), AARNET (AU),
SingAREN (SG)
– And, of course, GEANT and it’s R&E connectors
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The Internet
• The Internet is decentralised with a loose
confederation of peers interacting with differing
routing policies and available capacity. It is
stateless, with limited information exchanged
between routers and connectionless with no fixed
connections between hosts.

Successful but complex…
• As a result it has been very successful but is also complex
in its structure and difficult to control and measure. While IP
does have some ability in self management - particularly
TCP and its congestion control, and while routing protocols
do adapt to topology changes within the internet we have no
guarantee that the situation is efficient.

And in need of care and attention…
• As such we need to detect, diagnose and fix problems as
they arise and this can only be done by measuring,
monitoring and controlling the network.

Measurement and monitoring
• Measurement and monitoring has an
important and varied role in network
operations:
• React to network issues and faults
• Respond to network congestion.
• Respond to denial of service attacks
and intrusions.
• Allow researchers to make maximum
use of the network
• Capacity planning

The baselines
• One of the most important tasks is establishing the
baselines of measurement
• These baselines may be RTTs, traffic throughput, IP
flows – there are many
• Once established the baselines act as a trigger to
warn of unexpected network behaviour
• For TEIN2 network operation we need to establish
these baselines

Passive Measurement
• When we observe aspects the network without influencing it we
are engaging in passive measurement.
– router interface counters displaying the number of bytes or
packets received and/or transmitted on a router or switch
interface
– Router interface status
– router CPU utilisation
– BGP neighbor peering status/OSPF link status
– IP flow information showing information about traffic flows
through a router

Active Measurement
• When we actually inject traffic onto the network we
are engaging in active measurement:
–
–
–
–

Pinging a host to see if it is active
Conducting a traceroute to a host to record the outbound path
Sending test traffic to see if packets are lost or delayed
Sending test traffic to see what bandwidth is available to
applications

Basic Measurement Tools
• Ping – an active measurement tool
– A ping sends an Internet Control Message Protocol
(see RFC792) echo request to a host. Upon receipt
the host sends an ICMP echo response back. The
round trip delay between sending the request and
receiving the reply is recorded.
– Ping tests, especially in the modern world, are
sometimes unreliable, especially after the
propagation of the MSBlaster worm.

Ping problems
1. Firewalls and access-lists (ACLs) often block ICMP
access
2. Many devices rate-limit ICMP access
3. Pinging especially routers and their interfaces does not
provide any certainty of timely response
4. The path taken through the network may vary between
the outbound and return path directions – ping is
bidirectional

ping results
• With these caveats, assuming that ICMP is not
rate-limited or blocked between two hosts it is
useful in providing some basic information about
network connectivity
• As ICMP RTT measurements are return trip then
the general rule of thumb is 100kms for every 1ms
of delay. Clearly in the local infrastructure, with
many routing and switching decisions this will not
apply, but with long haul routes it gives an
indication of distance and network path

traceroute
• Traceroute is a tool that sends UDP packets usually on
a high port towards a host and successively increases
the time to live (TTL) value of each packet. When a
router sees an IP packet with a TTL of 1 it decrements
the TTL and then sends an ICMP message with the
type time to live exceeded to the originating host. When
it sees a packet with a higher TTL value it simply
decrements the TTL by one.

Traceroute issues
• Traceroute relies on the interaction
of two protocols UDP and ICMP.
ICMP messages are subject to
firewall policy, access-lists and rate
limits may affect the output.
• Some sites actively block large
chunks of UDP traffic

The traceroute command
[bhm@adre ~]$ traceroute -h
Version 1.4a12
Usage: traceroute [-dFInrvx] [-g gateway] [-i iface] [-f first_ttl]
[-m max_ttl] [ -p port] [-q nqueries] [-s src_addr] [-t tos]
[-w waittime] [-z pausemsecs] host [packetlen]
-F don’t fragment
-d enable socket level debugging
-I use ICMP echo
-n use numeric addresses
-r send directly to an interface
-v verbose
-x toggle ip checksums

Traceroute result codes
Possible annotations after the time are :
!H host unreachable,
!N network unreachable
!P protocol unreachable
!S source route failed
!F -<pmtu> fragmentation needed - the RFC1191 Path MTU Discovery value is displayed
TOS=<value>!
TOS has been altered in the path to <value>),
!X communication administratively prohibited
!V host precedence violation
!C precedence cutoff in effect),
!<num> ICMP unreachable code <num>).
No response
These are defined by RFC1812 (which supersedes RFC1716). If almost all the
probes result in some kind of unreachable, traceroute will give up and exit.

Exercise:
• /usr/sbin/traceroute www.ibm.com
• /usr/sbin/traceroute www.apple.com
• Traceroute to your network

tcptraceroute
• To overcome blocking of UDP traffic, tcptraceroute
(http://michael.toren.net/code/tcptraceroute) was
developed to use TCP instead of UDP for outgoing
packets and is less likely to be blocked transiting a
network, especially when the outgoing port can be set.
However it is still susceptible to ICMP blocking

Tcptraceroute switches
• -A Set the TCP ACK flag in outgoing packets. By doing
so, it is possible to trace through stateless firewalls which
permit out-going TCP connections.
• -E Send ECN SYN packets, as described in RFC2481.
• -t Set the IP TOS (type of service) to be used in
outgoing packets. The default is not to set any TOS.
• -F Set the IP "donât fragment" bit in outgoing packets.
• -l Set the total packet length to be used in outgoing
packets. If the length is greater than the minimum size
required to assemble the necessary probe packet headers,
this value is automatically increased.

tcptraceroute examples
•
•
•
•

http://michael.toren.net/code/tcptraceroute/examples.txt
Exercise:
% traceroute www.microsoft.com
Multiple addresses exist so keep a note of the destination
ip.
• And then try:
• % tcptraceroute [ip] 80
• Try tcptraceroute on other ports

Using traceroute and pings
• If regular traceroutes/pings are carried out then it is
possible to write a short script to feed into grapher
programs such as smokeping and RRDTool and
provide a baseline for measurements
• The AMP program does this with IPMP packets and
traceroutes to show route changes
– http://watt.nlanr.net//
– http://watt.nlanr.net/active/maps/ampmap_active.php

Traceroute sites
• Use traceroute or route-views sites to look into traces into
your network.
• http://www.traceroute.org/
• http://www.bluemoon.net/remtrace.html
• http://measurement.internet2.edu/traceroute.shtml
• Exercise:
• Use traceroute sites to see the paths into your network
– Is the route the same as the trace out?
– Is the latency the same?

